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Introduction: In planetary science, image analysis is
mostly a manual process, with much investigative work being
carried out by the inspection of either hardcopy photographs
or digital imagery. However, due to the sheer enormity of the
image databases currently being acquired by modern plane-
tary missions (such as the Mars Global Surveyor mission [1]),
analysis of the data in its entirety is no longer a practical consid-
eration. In response we are developing automated preliminary
image inspection techniques to help manage, manipulate and
interpret the presently overwhelming data volume.

We have developed and validated methods to autonomously
extract scientifically interesting features from planetary image
data sets. In particular we discuss a general technique for
validating feature extraction methods using a conjunction of
multiple expert opinions, gathered from within a range of sub-
fields of planetary sciences. To illustrate our techniques we
present an application of automated feature extraction to a
colour image and present a comparison with expert opinions.

Methods: The concept of interestingness is subjective,
given that two observers with specific questions and hypothe-
ses in mind may find completely different portions of an im-
age to be interesting. Consequently, although a number of
automated techniques exist for identifying features of interest
within geoscientific data sets [2, 3, 4], most algorithms have
predefined top-down (goal-driven) interpretations of what is
“interesting” (e.g. volcanoes are exclusively of interest). We
adopt a bottom-up interpretation of “interesting” proposed by
Burl and Privitera [5, 6]. These works utilise image process-
ing techniques based loosely on the human visual system, to
address the problem of detecting “generic” features of inter-
est, whose appearance is not known in advance. We have
developed filtering methods to automatically extract one- and
two-dimensional features of interest based on the Hough trans-
form and Gabor filtering [7].

The Hough Transform [8] is an automatic image analysis
technique which has been widely used for the detection of lines.
In this application we focus on the identification of features
which are approximately linear, occurring on various scales.
The Hough Transform reduces the problem of searching locally
for lines in the image space to searching globally for peaks in
a parameter space.

The use of 2D Gabor filters in computer vision was intro-
duced by Daugman in the 1980’s [9]. It has subsequently been
used in many computer vision applications including visual
discovery algorithms for geoscientific data sets [5]. The gen-
eral form for a complex-valued 2D Gabor function is a planar
wave attenuated by a Gaussian envelope. By processing an
image with a bank of N multi-orientated, multi-scale filters, it
is possible to characterise local regions of the image as a ten-
sor of the N filter co-efficients. A locally adaptive statistical
whitening filter is applied and deviant points undergo spatial
agglomeration and are grouped across scale. The detection
of deviant points in the filtered image enables the extraction
of candidate regions of interest. The features detected by our
method in the source image (Figure 1) comprise the set E
and are displayed in Figure 2. Extracted line segments are
displayed in blue and extracted regions are displayed in red.

Figure 1: Colour image of the Hecates Tholus volcano. This
image was taken by the High Resolution Stereo Camera
(HRSC) on Mars Express in orbit 32 from an altitude of 275
km. The centre of this image is located at 150.0o East and
31.7o North. Credits: ESA/DLR/FU Berlin (G. Neukum)

Given the subjective nature of interestingness, we evaluate
the relative performance of our method to that of numerous
domain experts. Labellings are collected by having planetary
geologists examine and annotate images, distributed using the
Internet and displayed on the computer screen. They are able
to indicate features of interest using a mouse. Typically it can
take from 5 to 15 minutes to label an image. The planetary
geologists were provided with the context of our experiment,
but no specific interpretation of “interesting”.

Figure 3 shows features of interest derived from the subjec-
tive estimates of interestingness provided by 14 participating
experts. Linear features of interest are indicated in green and
regions of interest are indicated in blue. A feature comparison
algorithm is used to determine which label events (from dif-
ferent labellers) corresponded to the same image feature. This
analysis produced 128 unique image features labelled by at
least one expert. These features comprise the set A. The con-
cordance of feature labellings between each pair of experts1 is
in range 0% to 80% with the mean being just 22%. This sug-
gests that in the set of features indicated by two participating
experts, on average less than one fifth would be found mutually
interesting. To form a consensus set of interesting features, we
follow a general model for subjective labelling [10]. We esti-
mate the probability p̂(i) of the feature i ∈ A being interesting
as the proportion of experts who labelled i as interesting. The
probability estimate p̂(i) of any region in the set A being in-
teresting is the mean p̂(i) for all 128 unique features. The
consensus set is then formed of all features i where p̂(i) is
greater than the mean p̂(i). The concordance of the experts’
labelling results in the construction of a test set of 22 interest-
ing image features. These features are taken as a categorical
set, C, of all interesting features within the image, against
which we can compare automated techniques.

1The concordance of two feature sets A and B is A∩B
A∪B
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Figure 2: Deviant regions and linear features of interest de-
tected automatically in the image of the Hecates Tholus vol-
cano.

Results: By constructing region and line data for features
automatically extracted by our image processing methods (E),
we are able to produce a labelling of the original image that
can be compared directly to the consensus labelling (C) of our
multiple expert opinions. The accuracy a() of our method is
measured by its sensitivity (ability to detect true features of in-
terest) and its specificity (ability to avoid detecting features not
of interest). Sensitivity is calculated as the proportion of fea-
tures detected from all known features of interest. Specificity
is the proportion of un-interesting features from all detected
features.

The accuracy of each of our expert labellings to the consen-
sus labelling, a(δ,C) where δ ∈ A, gives a mean sensitivity
of 20% and mean specificity of 63%. The maximum sensi-
tivity among our experts was 33% with a specificity of 31%.
This demonstrates that no more than 33% (20% on average)
of features marked as interesting by an expert, are labelled in
the consensus set C.

The accuracy of our methods at identifying features of
interest in our test set, a(E,C), gives a sensitivity 68% and
specificity of 31%. This indicates that although the majority
of known features of interest were detected, E contains a
significant number of features not considered interesting in
the consensus set C. The high sensitivity and low specificity
of our method, demonstrates an over-complete filtering for
interesting features. This might be an acceptable trade-off
given that our method forms a reduced subset of the original
data, retaining a significantly greater proportion of interesting
features than any of the labellings of any individual expert.

A comparison is made of E to the set of all features labelled
as interesting by at least one expert (A). As no consensus is re-
quired between experts, the set A is a much larger collection of
features of interest. The accuracy, a(E,A), gives a sensitivity
of 28% and specificity of 60%. This shows that the automated
method identifies a significant minority of all features labelled
as interesting by at least one expert. It also shows that many
of the features in E are present in A, but not in the consensus
set C. Therefore many of the features detected automatically
might only be of interest to a minority of the human experts.
This increases our confidence in our methods ability to identify
interesting features. A possible extension of this work would

Figure 3: Features of scientific interest formed as a combina-
tion of multiple human expert labellings

be a Bayesian analysis of the expert label data A, to improve
the probabilistic determination of consensus data C.

Conclusions: We have developed filtering methods to au-
tomatically extract one- and two-dimensional objects of inter-
est using modified Hough transform and Gabor filtering. We
have also demonstrated a technique for evaluating the accuracy
of feature extraction methods using multiple expert opinions.

Our results support the standard assumption that the selec-
tion of scientifically interesting features is highly subjective.
Without a specific hypothesis or definition of interesting, the
mean concordance of features selected by the experts was
just 22%. Our feature extraction produced encouraging pre-
liminary results, identifying 68% of features defined as interest
in our consensus test set C. This evaluation technique can es-
timate confidently the accuracy of data filtering methods, for
the selection of subjective qualities such as the interestingness
of scientific objects based on expert opinions.

Similar analysis of seven other images have produced com-
parable results.
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