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Introduction & Motivation: Some modern Graph-

ics Processing Units (GPUs) are freely programmable 
and can be used effectively as numerical coprocessor 
[1]. These relatively inexpensive units can execute 
thousands of threads in parallel. Used in the present 
study is an Nvidia Tesla C1060, which has 30 multi-
processors (cores), up to 512 threads per block, and a 
clock rate of 1.3 GHz.  Street price is $1.4k. The com-
monplace (Intel Xeon) CPU used for comparison has 
four cores with two threads per core and a clock rate of 
2.3 GHz. 

The scientific motivation behind the model devel-
opment is the availability of high-resolution surface 
temperature data of the lunar surface [2] and elsewhere 
[3,4]. At 1° longitude/latitude resolution there are 
360x180=64,800 cells on a sphere. Available data have 
sub-degree resolution. Hence there is a need to solve 
many thousands of heat equations, e.g. to model tem-
perature dependent processes or to invert surface tem-
perature data to obtain thermal inertia.  

The model simulates subsurface heat conduction 
and the energy balance on the surface. Solar illumina-
tion (insolation) on the surface is determined from the 
position of the sun at a particular latitude and hour 
angle. The one-dimensional heat equation is solved 
along the vertical direction with a semi-implicit 
Cranck-Nicholson method, which is the computation-
ally most expensive part of the calculation. Tempera-
tures are equilibrated for over 100 months. Figure 1 
shows an example of the subsurface temperature pro-
file. For demonstration purposes, mean insolation and 
mean surface temperature are computed at each loca-
tion. 

Ported Model: It was straightforward to port the C 
code to a GPU, using the CUDA language [5]. The 
main program runs on the CPU, as before. Most of the 
subroutines run entirely on the GPU under scope 
__device__ and required only minor changes. A wrap-
per routine was written that passes variables to subrou-
tines that run on the GPU. If in C the lines looping 
through all n thermal models are,  

 
int i; 
for(i=0;i<n;i++) 

solveheateq(latitude[i], 
  &Qmean[i],&Tmean[i],albedo); 
 

then in CUDA, 
 

int i = threadIdx.x + 
  blockIdx.x*blockDim.x; 

if (i>=0 && i<n) 
  solveheateq(latitude[i], 
    &Qmean[i],&Tmean[i],albedo); 

 
Instead of in a loop, this line automatically executes on 
a number of threads grouped in blocks.   

The choice of how to distribute the n tasks into 
threads and blocks is arbitrary, but many threads per 
block need to be employed for performance reasons. 
The calculations used 64 threads per block [6]. Coeffi-
cients in the tridiagonal inversion, part of the Cranck-
Nicholson method [7], and the coordinates of the 
subsurface grid are placed in shared memory. Texture 
and constant memory are not used in this simple imple-
mentation; this leaves room for additional performance 
improvements. 

 

 
Figure 1. Instantaneous temperature profile (red) and 
temperature envelope (dashed) from the last year of 
model calculations. A diurnal and a seasonal cycle 
drive the energy balance on the surface. Latitude is 
45°N. On a GPU, thousands of such models can be 
executed simultaneously as quickly as a single model. 

 
Performance: Figure 2 shows the execution time 

on a CPU and on a GPU. On the CPU the execution 
time increases proportionally with the number of heat 
equations solved, as expected. The GPU solves 1000 
heat equations in almost the same time as 1 heat equa-
tion. Beyond several thousand parallel computations, 
the execution time on the GPU begins to increase pro-
portionally. CPU and GPU are about equally fast for 
80 parallel thermal models. 

Figure 3 shows the speedup, which reaches 57 for 
11,500 heat equations. A speedup of ten is achieved at 
about 800 heat equations. 
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Figure 2. Execution time for solving heat equations in 
parallel for CPU (green) and GPU (red). The dashed 
green line is a linear extrapolation of the CPU execu-
tion times. Both axes are logarithmic. 

 
 

 
Figure 3. Speedup of calculation on GPU relative to 
CPU. 

 
The application is “embarrassingly parallel” as 

each heat equation is solved independently. Coupling 
could be introduced and should not lead to significant 
performance loss. The above approach may be used as 
a recipe to port calculations consisting of many inde-
pendent one-dimensional models to GPU’s in general. 
Since a complete one-dimensional model is run on a 
single thread, porting the code is relatively simple. 

Conclusions: The use of a new technology for 
thermal model calculations is successfully demon-
strated. Heat equations are solved efficiently in parallel 
on a GPU. The speedup was up to 57-fold on a single 
GPU. Extremely fast or highly-resolved temperature 
models of Mercury, the Moon, and Mars are therefore 
feasible even without access to a large computer clus-
ter. 
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